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CHILDHOOD IS A SPECIAL TIME INDEED.
If only we could maintain our body functions as they are

at age 10, we could expect to live about 5000 years on

average. Unfortunately, from age 11 on, it’s all downhill!

The problem is that our bodies deteriorate with

age. For most of our lives, the risk of death is increas-

ing exponentially, doubling every eight years. So, why

do we fall apart, and what can we do about it?

Many scientists now believe that, for the first time

in human history, we have developed a sophisticated

enough understanding of the nature of human aging

to begin seriously planning ways to defeat it. These

scientists are working from a simple but compelling

notion: the body, far from being a perfect creation,

is a failure-prone, defect-ridden machine formed

through the stochastic process of biological evolu-

tion. In this view, we can be further improved through

genetic engineering and be better maintained through

preventive, regenerative, and antiaging medicine and

by repairing and replacing worn-out body parts.

In short, the rate at which we fall apart could be

decreased, maybe even to a negligible level.

BY LEONID GAVRILOV
& NATALIA GAVRILOVA
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The quest to understand and control aging has led us, two biol-
ogists, to draw inspiration from what might seem an unlikely
source: reliability engineering. The engineering approach to under-
standing aging is based on ideas, methods, and models borrowed
from reliability theory. Developed in the late 1950s to describe the
failure and aging of complex electrical and electronic equipment,
reliability theory has been greatly improved over the past sev-
eral decades. It allows researchers to predict how a system with
a specified architecture and level of reliability of its constituent
parts will fail over time. 

The theory is so general in scope that it can be applied to under-
standing aging in living organisms as well. In the ways that we age
and die, we are not so different from the machines we build. The
difference, we have found, is minimized if we think of ourselves
in this unflattering way: we are like machines made up of redun-
dant components, many of which are defective right from the start.

THE RELIABILITY ENGINEERING APPROACH to human aging provides
a common scientific language and general framework for scien-
tists working in different areas of aging research. It helps them
knock down the barriers that specialists have constructed and
allows them to understand each other better. 

Most important, it helps define more clearly what aging is.
In reliability theory, aging is defined through the increased risk
of failure [see “Terms To Know”]. More precisely, something ages
if it is more likely to fall apart tomorrow than today. If the risk
of failure does not increase as time passes, then there is no aging
in terms of reliability theory.

By looking closely at human aging data, we can find a striking
similarity between how living organisms and technical devices age
and fail. In both cases, the failure rate follows a curve shaped
roughly like a bathtub [see graph, “Stages of Life”]. The curve con-
sists of three stages, which we call the working-in or infant-
mortality, normal-working, and aging periods. Engineers do not
often see all three stages in a single product—infant mortality is
a somewhat avoidable warranty disaster and most electronics
become obsolete well before they would start to age—but the bath-
tub curve is still illustrative of the way things fail in general.

At the start of a machine’s life, the working-in period, failure rates
are high; they then decrease with age. During this period, defective
components fail. For example, the risk of a new microprocessor
failing is often higher at the very start, because of defects in the
silicon or because small variations in the fabrication process lead
to circuits that give out under the initial stress of operation. The
same working-in period exists early in life for most living organisms,
including humans; for humans, it is called the infant-mortality period. 

Those computers and people that did not fail initially operate
quite well for a time, known as the normal-working period. This
stage is distinguished by low and approximately constant failure
rates. In humans, this period is all too short, just 10 to 15 years,
starting at about age 5.

Then the third epoch, the aging period, starts. It is marked
by an inexorable rise in the failure rate over time. In most living
organisms, ourselves included, this rise in failure rates follows an
explosive exponential trajectory described by the Gompertz law

of mortality. In humans, the aging period occurs approximately
from the ages of 20 to 100 years. 

But there is a fourth epoch that we and our machines share. This
period is known in biology as late-life mortality leveling off. The
late-life mortality deceleration law states that death rates stop
increasing exponentially at advanced ages and instead begin to
plateau. In humans, this happens at ages exceeding 100 years [see
graph, “No End in Sight”]. If you live to be 110, your chances of see-
ing your next birthday are not very good, but, paradoxically, they
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STAGES OF LIFE: The so-called bathtub curve for human mortality as seen
in the U.S. population in 1999 has the same shape as the curve for failure rates
of many machines. The curve for people (and machines) is in three parts:
working in, or infant mortality [left]; normal working [middle]; and aging [right].

FAILURE RATE The risk or frequency of a
system’s failure; also known as hazard rate.

AGING In reliability theory, aging is defined
as a phenomenon of increasing risk of failure
with the passage of time.

GOMPERTZ LAW OF MORTALITY The
observation that the logarithm of death rates
increases linearly with age. It was first sug-
gested by British actuary Benjamin Gompertz
in 1825 for use in the life insurance business. It

was found to be applicable not only to humans
but also to fruit flies, nematodes, lice, flour
beetles, mice, rats, dogs, horses, mountain
sheep, baboons, and many other species. 

WEIBULL POWER LAW The observation that
the logarithm of failure rates increases linearly
with the logarithm of age. This law was sug-
gested by Swedish engineer and mathemati-
cian Waloddi Weibull in 1939 to describe the
strength of materials. 

COMPENSATION LAW OF MORTALITY
The observation that the relative differences

in mortality between populations tends to
decrease with age; also known as mortality
convergence in later life. For example, if
you manage to reach the age of 90 in a
rich, developed country, your odds of
survival are only a little better than if you
reach 90 in a poor country. 

LATE-LIFE MORTALITY DECELERATION
LAW Death rates level off at extreme old
age, and therefore aging apparently fades
away. For example, a 100-year-old person is
just about as likely to see next year as is a
115-year-old.

Source: Age-specific death rates from the Human Mortality Database (HMD):
http://www.mortality.org

TERMS TO KNOW



In the three-processor system, it takes a sequence of at least three
failures to destroy the computer, as opposed to one unfortunate
stroke if it had had only one processor. Even such a simple, three-
part redundant system behaves as if it were aging. 

The positive effect of redundancy in systems is tolerance of dam-
age, which decreases the initial risk of failure (death) and increases
life span. Tolerance, however, makes it possible for damage to accu-
mulate over time, thus producing the aging phenomenon. There are
good reasons to look at humans as redundant systems made up at

least in part of nonaging elements. The redundancy in living things
is straightforward, as our vital organs and systems are made up of
a great many cells. But there is also evidence that many of the parts
that make up our vital systems, at the level of the cell, do not age. 

Recent experiments looking for the mechanisms behind age-
related neurodegenerative diseases, such as Parkinson’s, found
that the rate of brain-cell death stays constant, regardless of age.
Many cell functions, too, have been shown to be as good as new
even in old age.

By itself, redundancy takes care of two of the three aging rules.
First is the compensation rule: older people from different pop-
ulations die at similar rates even if younger people from those
populations have very different death rates. Assuming that there
is a steady rate of failure for its individual components, a system
with 10 redundant parts might be less likely to fail at first than
one with only eight. But at some point each system will be left
with only a few working parts and the same risk of failing. It will
simply take longer for the 10-part system to get there [see graph,
“Redundancy Leads to Aging”].

Redundant systems also mimic the way death rates level off in
people over 100. At advanced ages, all systems eventually lose their
redundancy and are left with only one critical component. At that
stage, their failure rate is high but constant rather than increas-
ing, similar to death rates in very old people.

The only remaining problem that simple redundancy does not
explain is the law of mortality growth with age. If you plot the log-

span. This conclusion flies in the face of the common belief that
humans have a fixed maximal life span and that there exists a bio-
logical limit to longevity. 

Another aging rule becomes apparent in studies of the older
end of the population. Called the compensation law of mortal-
ity, or mortality convergence in later life, this empirical rule states
that the relative differences in death rates between different pop-
ulations of the same species decrease with age. That is, while
middle-aged people in India during World War II might have died
at a much higher rate than those in Norway during the 1950s, the
death rates for octogenarians from the two populations were rather
close to each other [see graph, “Geography Is Not Destiny”].

Any theory of human aging has to explain these last three rules,
known collectively as mortality, or failure, laws. And reliability
theory, by way of a clutch of equations, covers all of them. 

HERE’S WHAT THE MATHEMATICS of reliability theory tells us. First,
it predicts that a system may deteriorate with age even if it is built
from nonaging elements—that is, elements that have a constant
rate of failure that is caused by random factors, like being hit by
radiation or infected with a virus, for example. This applies to
any system made up of redundant but irreplaceable parts.

A simple example would be a computer with three micro-
processors. In this case, the processors themselves do not age, but
they do suffer damage by chance at some unpredictable point in
time and permanently fail [see illustration, “Damage Tolerance”].

are not much worse than they were when you were 102. There have
been a number of attempts to explain the biology behind this in
terms of reproduction and evolution, but since the same phenom-
enon is found not only in humans but also in such man-made stuff
as steel, industrial relays, and the thermal insulation of motors,
reliability theory may offer a better answer.

An immediate consequence of the last observation is that there
is no fixed upper limit to human longevity—there is no special
number that separates possible from impossible values of a life
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NO END IN SIGHT: Death rates slow at advanced ages. After age 95, the 
observed risk of death [red line] deviates from the value predicted by an early
model, the Gompertz law [black line]. 

GEOGRAPHY IS NOT DESTINY: The compensation law of mortality
shows that death rates in different populations converge for older people.

Source: Data for Swedish women for 1990–2000 from the Kannisto-Thatcher Database on 
Old Age Mortality (http://www.demogr.mpg.de/databases/ktdb) Source: Adapted from Gavrilov & Gavrilova, The Biology of Life Span, 1991

September 2004 | IEEE Spectrum | NA 33



that the system is, at its start, undamaged. It is that assump-
tion that leads to failure rate curves that follow Weibull’s power
law. However, explaining the exponential deterioration of liv-
ing organisms requires the opposite conjecture: organisms start
their adult life with a high load of initial damage [see graph, “A
Defective Start”].

Although this idea may seem counterintuitive, it fits well with
many observations of massive cell loss in early development. For
example, the female human fetus at 4 to 5 months possesses
6 to 7 million eggs. By birth, this number drops to 1 to 2 million
and declines even further. At the start of puberty in normal girls,
there are only 0.3 to 0.5 million eggs left—just 5 to 7 percent of
the initial number. It is now well established that the exhaus-
tion of the number of eggs over time is responsible for menopause
and the failure of the reproductive system, and that women with
more egg cells have a longer reproductive span.

If we accept the idea that we are born with a large amount of dam-
age, it follows that even small improvements to the processes of early
human development—ones that increase the numbers of initially
functional elements—could result in a remarkable fall in mortality
and a significant extension of human life. Indeed, there is mount-
ing evidence now in support of the idea of fetal origins of adult degen-
erative diseases and early-life programming of aging and longevity. 

Interestingly, even such an ephemeral early-life circumstance
as the month of birth affects human life span, indicating that early-

life seasonal troubles, such as vitamin deficiency from a
mother’s more meager winter diet or exposure to diseases
such as influenza, may have long-lasting consequences.

WITH THE RELIABILITY THEORY’S view of aging. researchers
now have, generally at least, a why and a how of aging.
We age because our makeup includes irreplaceable but

arithm of death rates against age for living things, you get, roughly,
a straight line described by the Gompertz curve. But to get that
same straight line from the logarithm of failure rates of machines,
you need to plot it against the logarithm of age, a relationship called
the Weibull power law. In other words, during the aging period,
the curve describing death rates for humans bends upward much
more steeply than the one describing typical failure rates for
machines. This was a puzzle to us for many years.

The “aha!” moment took place some years ago when we had
to work with an unpredictable, dilapidated mainframe computer
in Russia, and we got the impression that the complex behavior
of this computer could only be described by resorting to such
human concepts as character, personality, and change of mood.
This observation led us to the bizarre idea that living organisms,
including humans, have more of a resemblance to partially dam-
aged machines than to new ones.

Indeed, in contrast to technical devices, which are constructed
out of previously manufactured and tested components, organ-
isms form themselves through a process of self-assembly out of
untested elements—cells. This fundamental difference in the
manner in which people and machines are made has important
consequences for how they age. 

While the reliability of technical devices can be ensured by the
high quality of their elements, the reliability of living organisms
has to be ensured by an exceptionally high degree of system redun-
dancy to overcome the poor quality of some ele-
ments. In other words, machines can be made to
avoid faults, while living things make themselves
to tolerate faults.

Musing over the behavior of our old Russian
computer, we discovered that standard reliabil-
ity models usually have a hidden assumption
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DAMAGE TOLERANCE: Redundancy creates damage
tolerance, but it also allows a system to accumulate
damage and thereby age. A system with one compo-
nent fails as soon as it is damaged [top], while a sys-
tem with three redundant components ages but
survives damage [bottom].
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We are like machines made up of redundant components, 
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We are just now starting down this road. Such regenerative med-
icine and tissue engineering may sound like science fiction, but
a growing number of scientists are taking the first steps to grow
tissues and organs to replace failed ones. Laboratories around the
world are making progress in building replacement lung, kid-
ney, liver, and heart tissue.

Reliability theory suggests that there might be no single under-
lying aging process. Instead, aging may be largely an emergent
property of redundant systems. Such systems can have a network
of destruction pathways, each associated with particular mani-
festations of aging, whether menopause or Alzheimer’s disease.
Metaphorically speaking, our life span is a time bomb with many
fuses burning at different speeds. Cutting off only one fuse may
be inadequate—we need to take care of them all. !

TO PROBE FURTHER
Several hundred scientists recently met for a conference

called “Strategies for Engineered Negligible Senescence:
Reasons Why Genuine Control of Aging May Be Foreseeable.”
A detailed report from this meeting (110 articles, 597 pages)
was published in the June 2004 issue of the Annals of the
New York Academy of Sciences (http://www.annalsnyas.
org/content/vol1019/issue1/).

A new peer-reviewed journal, Rejuvenation Research,
has just been established to promote the study of aging and
interventions to slow it.

The authors of this article detailed the mathematics
behind the reliability theory of aging in The Biology of Life
Span: A Quantitative Approach (Taylor & Francis, New
York, 1991) and more recently in “The Reliability Theory of
Aging and Longevity” in the Journal of Theoretical
Biology, Vol. 213, no. 4, 2001, pp. 527–45.

Additional information related to the topic of this article is
at the authors’ Web site, http://longevity-science.org.

For the state of the art in reliability engineering, subscribe
to IEEE Transactions in Reliability Engineering.

redundant parts, many of which are defective, and we age as
each of those parts inevitably stops working. Having such a the-
ory can help focus biomedical research on interventions that
can slow or control aging.

One of the greatest of such interventions would be a way to
avoid the developmental damage responsible for the high ini-
tial damage load that marks our lives. Even such a simple thing
as an adequate supply of vitamins (folic acid, in particular) and
other micronutrients for expectant mothers prevents exten-
sive DNA damage and many inborn defects. For example, preg-
nant mice fed antioxidants, which decrease damage to DNA and
other cellular structures, produce longer-lived offspring. This
line of research could lead to the prevention of age-related dis-
eases before birth, analogous to improving the manufacturing
process of a computer chip.

We could also do better at preventing damage to tissues and
organs. The elimination of widespread chronic infections and hid-
den inflammation helps to delay the onset of arthritis, athero-
sclerosis, diabetes, Alzheimer’s disease, and some types of cancer.
And while we’re at it, we should learn to repair our bodies bet-
ter when we’re wounded or weakened by disease. 

Living organisms already have numerous mechanisms of
repair—for example, cells killed by everything from scratches
to sunburn are continuously replaced by new ones, which are
formed by stem cells, cells that can multiply to form many types
of tissue. Scientists have been studying what’s called the
hormesis effect, the observation that a little bit of poison acti-
vates an organism’s self-repair mechanisms, having the side
effect of protecting it against other hazards than the poison
itself. If we could learn to control such a protective effect, we
might be able to slow or prevent the loss of cells and systems
that leads to aging. 

Finally, we could learn to replace our damaged organs, sub-
stituting the young and healthy for the old and failing. Many
researchers now believe that one day the human life span could
be greatly extended by replenishing aging organs with stem cells.
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A DEFECTIVE START: People age more like machines built with lots of
faulty parts than like ones built with pristine parts. As the number of bad
components, the initial damage load, increases [bottom to top], machine failure
rates begin to mimic human death rates.
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REDUNDANCY LEADS TO AGING: Machines with more redundancy in their
systems begin life with a lower risk of failure than those with less redundancy, but
as they age, the difference in their risk of failing diminishes; at the end, the risk to
all levels off. Those characteristics are the same as those found in the death rates
of humans. Both failure rate and age are presented in dimensionless units. 
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