
� 42 8755-3996/02/$17.00 ©2002 IEEE IEEE CIRCUITS & DEVICES MAGAZINE � MARCH 2002

W
e scale transistors in each successive technology
generation to increase circuit speed and to im-
prove packing density. However, as the devices
get smaller, ensuring their reliability becomes

increasingly difficult. The simple question is:
based on the current reliability specifications,
will 99.99% of the ICs produced today with a
given technology remain functional for at least
ten years into the future? This is a question that device engi-
neers, circuit designers, and system architects must grapple
with as we move into the unknown territory of sub-0.1 µm
CMOS technology.

Moore’s Law: Are the Transistors
Shrinking Too Fast?

Since the 1960s, the number of transistors per unit area and the
speed at which they switch have doubled every 18-24 months [1].
To achieve this remarkable feat, the transistors had to be scaled
down in each successive generation. However, designing
smaller MOSFET transistors that still turn on and off properly at

high speeds is very hard—one has to scale the various device pa-
rameters (like junction depth, oxide thickness, substrate doping
density, etc.) that govern the transistor operation in precise pro-
portion. In particular, the oxide thickness should decrease at

each technology node to improve the on-cur-
rent of a transistor. Larger on-current can
charge the node capacitors more easily; this in-
creases circuit speed. At the same time, the rules

require that the supply voltage be lowered as well to reduce dy-
namic power consumption and to mitigate hot-carrier-induced
degradation. This is a prescription each new technology genera-
tion has followed since the 1990s, and, as shown in Fig. 1, this
trend is expected to continue in the future as well.

However, in the process, the gate oxides have become fantas-
tically thin—reaching below 2 nm (just eight atomic layers) as
we write this article. Electrons and holes continuously leak
through such thin oxides; in other words, the batteries of our
cell phones continue to discharge even when the transistors are
turned off (leakage problem). This off-state power dissipation is
already becoming a sizable fraction of the total power consump-
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tion and as such will
surely affect the way cir-
cuits and systems are de-
signed in the future.
Moreover, as the ICs are
used month after
month, voltages will be
applied to these thin
gate insulators billions of times—the question is: how long will
it be before the oxide can no longer sustain this voltage and is
short circuited (reliability problem)?

For many people who are familiar with the history of semi-
conductor technology, the concerns about reliability and/or
the leakage will not be new. For example, the transition from
Fowler-Nordheim to direct tunneling was expected to in-
crease the leakage to unacceptable levels and the rapid in-
crease in hot-carrier-induced degradation was supposed to be
an unsolvable reliability problem; however, all of these prob-
lems were resolved either by better technology or by improved
circuit techniques. This time around, with oxide thickness
measured in atomic units, people are worried that there is no
further room to scale. This could mean many changes in the
device, circuit, and system design, making it worthwhile to
look at the problem a little more closely.

Reliability and the Weibull Distribution
To evaluate the reliability of a particular technology, we should
be able to say that a certain fraction of the ICs (e.g., 1 in 10,000)
with a certain active size (e.g., 0.1 cm2) will survive a specified
period (e.g., ten years) of continuous use. To be able to make this
difficult prediction, we have to understand the mechanics of ox-
ide degradation (see Fig. 2).

As we use MOSFET ICs for an extended period of time, the ox-
ide films in individual transistors gradually accumulate defects
(traps) during the wearout phase (Fig. 2). Eventually there will
be enough defects in one of the transistors to create a bridge
from the gate to the substrate. For very thin oxides, the total
number of defects required before the bridge is completed is dif-
ferent for different samples, therefore some ICs will fail before
others do. Experimentalists have shown that this time sequence
of failure is well described by the Weibull distribution.

The Weibull distribution [2] was first introduced in
1905 in the study of the cumulative fraction of crystalli-
zation in a supersaturated liquid. However, it was only
in 1948, when Weibull reported that this distribution
can fit a wide variety of wear-out data for mechanical
parts, that the distribution became truly popular.
Weibull did not physically justify the distribution but
rather used it to generalize exponential distribution.
For oxides, however, a simple phenomenological deri-
vation of Weibull distribution is possible. Assume that
the probability f of a device to fail within time t and
t dt+ , is given by

f a t F= −−β β 1 1( ). (1)

In other words, just like
the wearout of mechani-
cal parts, after N t( ) de-
fects have already been
generated at t ime t
within each oxide film,
the probability that a
larger fraction of the re-

maining( )1 − F devices will be short-circuited in the next instant
increases with time. Since f dF dt= / , we can now integrate
both sides of Eq. (1) to obtain the Weibull distribution

ln ln ln( ( )) ( ) ln( )− − = +1 F a tβ (2)

where β is the Weibull slope. The very broad assumptions made in
deriving this distribution explain why it describes so many different
phenomena, including the statistics of oxide failure (see Fig. 3).
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1. The National Technology Roadmap for Semiconductors (NTRS)
specifies expected trends for oxide thicknesses and supply voltages so
that requirements of power dissipation and circuit speed for each suc-

cessive technology generation are met. The predicted trends are
based on simple models and historical scaling data. These roadmaps

are often revised (dashed line: 1997, solid line: 1999) to accommodate
industry’s desire for faster ICs at an earlier date.
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2. Time sequence of the formation of the percolation path in an oxide film. Ini-
tially, at time t1, the traps are distributed sparsely. With time, however, the

traps begin to form clusters (t2), one of which may eventually (TBD) short-cir-
cuit the gate electrode to the substrate causing device malfunction. Since trap

generation is a statistical process, different transistors will require different
number of traps before the percolating bridge is completed.

With oxide thickness measured in atomic
units, people are worried that there is no

further room to scale.



To understand the
physical significance of
β, consider an interest-
ing limiting case: if the
oxide is so thin that a
single trap can short cir-
cuit the oxide, the
“memory effect” of accu-
mulated traps at time t is
no longer there. If the
oxide does not fail within time t, it has not been weakened at all
and may or may not fail in the next instant. In this limit, we re-

cover the exponential
distribution so that β =1
in Eq. (1). Therefore, the
relative size of oxide
thickness and trap diam-
eter determines β, and
for a given “trap-size,” β
increases with oxide
thickness as shown in
Fig. 3.

For a more quantitative interpretation of β, we need to solve
the integral equation [Eq. (1)] [ since F f dt= ∫ ] with appropri-
ate boundary conditions. This type of integral equation is best
solved by the “Monte Carlo (MC)” technique. Assume that the ox-
ide is divided into many little cubes and generates a set of defects
randomly (see Fig. 2). We then keep track of the total number of
traps required before a connected path of defects short circuits
the two electrodes (Fig. 2, shaded circles) for a particular sample
and repeat the process for N(~ )1000 samples. We then plot the
fraction of devices failed for a given critical trap density in a
Weibull plot to find that the plot is a straight line with slopeβ. If
we repeat the process for oxides of different thicknesses, it be-
comes obvious that the slope depends only on the relative size of
the defect and the oxide thickness, but it does not depend on the
defect generation rate. Therefore,β is a thickness-dependent but
voltage-independent parameter.

Interestingly, the MC technique actually allows us to determine
the effective trap size and thereby predict what the Weibull slope
would be for oxides films yet to be fabricated. To do so, we simulate
the failure statistics for a couple of oxide thicknesses, change the
x-axis of the Weibull plot from the critical trap density NBD to the
time-to-breakdown TBD (by using experimentally determined rela-
tionship), and see what defect-size gives a good match between the-
oretical and experimental Weibull plots. The restriction that a
single defect size should fit all of the failure distributions for differ-
ent thicknesses makes the simulation meaningful. With this effec-
tive trap size, it is possible to predict the Weibull slopes for thinner
oxides (see Fig. 3). When this was done, different groups across the
world were alarmed to find thatβ was reducing faster than anyone
anticipated (Fig. 4). As one can see in Fig. 3, with a given mean
time-to-breakdown, ifβ decreases too fast, the TBD for the first fail-
ures may be within a few months of operation. Guaranteeing oxide
reliability of these thin films could become very difficult, which in
turn could spell trouble for the multibillion dollar silicon industry.

Before we move on, we should understand that the discussion
above is somewhat simplified. If the oxide has microscopic
nonuniformities, and is not absolutely uniform in thickness, the
Weibull slope as well as the critical density could indeed become
voltage dependent: at lower voltages, the trap generation could be
more localized compared to higher voltages. This could not only
change NBD but the distribution itself could deviate from a
Weibull distribution. This is because we can no longer assume
that new trap generation is statistically independent of the ones
generated previously—a fundamental assumption of the Weibull
distribution. Indeed, there has been a long debate about whether
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3. Weibull slope decreases with oxide thickness, a fundamental prop-
erty that depends on trap size in relation to oxide thickness. β = 1

when the trap size becomes equal to the oxide thickness,  converting
the Weibull distribution to an exponential distribution.
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4. Weibull slope reduces with oxide thickness, a fundamental property
that depends on trap size in relation to oxide thickness. Weibull slope
reaches one when the trap size becomes equal to the oxide thickness,
converting the Weibull distribution to exponential distribution. Mea-

surements: symbols, Simulation: solid line.

With the reliability question answered,
the next serious threat to scaling may come

from the dramatic increase in leakage
current with reduced oxide thickness.



the failure distribution should be log-normal or Weibull. Al-
though, for industry-grade oxides, it does appear that the assump-
tion of a Weibull distribution is now well established, a look at the
theory of log-normal distribution shows why it could have been
applicable to locally nonuniform oxides. The log-normal distribu-
tion arises from positive feedback, where a weakened spot contin-
ues to accumulate damage in a runaway process (as in
electromigration). This process is not too different from trap ac-
cumulation in locally weak spots in nonuniform oxides.

Difficulty of Testing at Operating Voltage:
The Art and Science of Voltage Scaling

We saw in the last section that the Weibull slope becomes alarm-
ingly small for thinner oxides, but to quantitatively know exactly
how many devices will survive at least ten years of normal opera-
tion, we need to construct the Weibull plot for a particular tech-
nology at operating conditions (Fig. 4, solid line). However,
since it will take impractically long to construct the Weibull plot
directly at operating conditions, we need to use accelerated test-
ing schemes [3] to indirectly (and efficiently) generate the re-
quired Weibull plot.

In accelerated testing,~ 100 transistors are operated at voltage
V Vop1 >> , the operating voltage. At such a high-stress voltage, the
oxides accumulate defects faster and the devices fail quickly, and
therefore, the Weibull distribution can be determined within
hours (Fig. 5, filled and open squares). The process is repeated for
several slightly lower voltages (thereby reducing the defect gener-
ation rate) to generate a set of Weibull distributions with increas-
ing median lifetimes (Fig. 5, filled and open circles and triangles).
First, the results validate an earlier assumption that the slope of
the Weibull distribution does not depend on stress voltage (to first
order), so we should be able to use the same slope for the Weibull
distribution at the operating voltage (Fig. 5, solid line). More im-
portantly, as the voltages are being reduced fromV1 toV2 toV3, the
“average” lifetime ( ( ( ))%W F= − − =ln ln 1 063 , when 63% of the
devices have failed) increases at a certain rate described by the
voltage-acceleration factor

γ = d T
dV

BD

g

ln
.

(3)

With median TBD at V1 known, and if γ were a voltage-inde-
pendent constant, the extrapolated median time-to-break-
down at operat ing condit ions would have been
ln ln( ) ( ) ( )T T V VBD

V
BD
V

op
op = + −1

1γ . But is γ really a constant
independent of stress voltage? Previously, for thicker oxides the
answer seemed to be yes, but nobody could test at low enough
voltage to be sure. Therefore, to answer this question, we re-
sorted to well-scrutinized theoretical models. Our results, to be
discussed next, were rather surprising and would be proved cor-
rect by experimental data on thinner oxides.

The theoretical model for damage generation is based on the
following scenario. When a positive voltage is applied to the gate
of a MOSFET, electrons quantum-mechanically tunnel through
the oxide (see Fig. 6). In the gate, these energetic electrons im-

pact ionize to produce holes, and some of these holes tunnel
back through the oxide, creating defects in the process. Interest-
ingly, at higher voltages the number of holes produced per in-
jected electron is about 2 or 3, and this number is relatively
insensitive to the energy of the injected carriers. However, below
6 V, the electrons often do not have sufficient energy to impact
ionize as easily. Even when they do, most of the holes may be too
cold to tunnel back through the oxide, and therefore the number
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5. Weibull plot for a given technology specifies the fractions of ICs
failed within a period t, allowing one to assess the reliability of a par-
ticular technology (solid line). However, it is impractical to construct
this plot at the operating voltage directly, therefore physical parame-
ters derived from accelerated testing (V V V1 2 3> > ) with several hun-
dred devices (symbols) are used to indirectly construct the Weibull

plot at the operating conditions. Filled and open symbols correspond
to data from capacitors with two different areas.
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6. (a) A schematic representation of the trap generation process. Elec-
trons are injected from the cathode to the anode when a gate bias is
applied. These electrons produce holes through majority (2) and mi-
nority ionization (3) processes. A fraction of these holes tunnels back
through the oxide (4 and 5) and damages the oxide (creates traps) in
the process. (b) is same as Fig. 2 and shows that the trap generation

is a statistical process, as was described by a percolation model in the
“Reliability” section.



of holes injected back decays exponentially, and the damage gen-
eration is reduced accordingly. This is why the average
time-to-breakdown increases with reduced voltage (Fig. 5). This
increase can be quantified by plotting � (also called voltage-ac-
celeration factor) as a function of the stress voltage as shown in
Fig. 7. By late 1999, based on our extensive theoretical and ex-
perimental studies, we were already anticipating a rapid de-
crease in trap generation and the corresponding increase in
voltage acceleration (solid line, Fig. 7). In other words, median

lifetimes are expected to increase more quickly as the stress volt-
age approaches the operating voltage. As the data from different
laboratories trickled in over the last several years (symbols, Fig.
7), they confirmed our predictions comprehensively. Based on
these more optimistic voltage acceleration factors and reduced
operational voltages for successive technology generations, the
oxides may be more reliable than previously anticipated.

To make these predictions more quantitative, we now use the
information from this section and the previous section (namely
the known values �, �, and TBD

V1 (W = 0� as a function of different
oxide thicknesses) to construct a set of Weibull lines (see solid
line, Fig. 5) for different operating voltages. The safe operating
voltage for a technology (solid circles, Fig. 8) corresponds to the
Weibull distribution that goes through �W = �9.21, F = .01%,
and TBD=10 years ], so that 99.99% of the devices would survive
at least ten years. Clearly, for a given oxide thickness, the safe
projected operating voltage is higher than the supply voltage re-
quired by the NTRS to achieve performance targets. Therefore,
we expect NMOS oxides to remain reliable at least down to 1.4
nm. Although � and the critical trap density have been decreas-
ing rapidly with thickness, the reduction in the trap generation
rate at lower voltages more than compensates for this and
should keep oxides reliable in the years to come.

Is Oxide Failure a Failure if No One Notices?
The Theory of (Very) Soft Breakdown

When the defects finally form a bridge across the oxide (see Fig.
2, shaded circles), there will be a sudden energy discharge
through the percolation path. Whether this discharge melts
the silicon around it and completely destroys the insulator
(hard breakdown) depends on the power dissipated through the
bridge, Pperc�V Rop perc

2 / . Fortunately, the rapid decrease in the
operating voltage reduces the power dissipation though the
percolation path dramatically, making it increasingly harder to
completely short circuit the transistor after such discharge
(soft breakdown) [4]. Moreover, the thinner oxides can dissi-
pate heat better, which makes melting even more difficult.
However, the percolation path is made of a random collection
of traps, so the resistance of the path, and thus the power dissi-
pation, varies from sample to sample. Despite this, it is fairly
easy to show that at 1 V, no circuit can fail catastrophically dur-
ing the energy discharge.

If the oxide does not fail destructively, does it mean that the
circuit will still continue to function properly? Initially sug-
gested by us, later confirmed by a number of groups from various
research labs, this indeed appears to be the case. In fact, the au-
thors have shown recently that the change in the postbreakdown
threshold voltage is rather small and increase in the leakage cur-
rent is insignificant (Fig. 9). Therefore, since these soft failure
events are not really functional failures, the reliability specifica-
tion could be changed to reflect this condition. Note that while
the oxide did not fail completely the first time around, as defects
accumulate over time, the leakage may eventually become unac-
ceptable. Ironically, we may be left only with a leakage limit for
ultra-thin oxides.
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flecting the inefficiency of the holes, generated by less energetic elec-
trons, to tunnel through the oxide and generate damage in the

process. Measured data from a wide variety of sources (symbols) sup-
port the predicted trend.
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8. Figure 1 is replotted along with our estimates of safe operating
voltages (Vmax) for ten-year lifetime for sub-2 nm oxides (solid cir-
cles: room temperature, open circles: 125 °C ). These estimates are

based on the measurement results and nonlinear extrapolation prin-
ciples discussed in this article. Clearly, these estimates of ten-year re-

liability of sub 2-nm oxides meet the specifications for operating
voltages ( )Vop from the NTRS roadmap (solid line). This optimistic
projection is based on higher than anticipated voltage-acceleration

factors and Weibull slopes. However, if we considered only the reduc-
tion in Weibull slopes � (Fig. 4), but not the rise in voltage accelera-
tion factor (Fig. 6), oxide films below 2.5 nm would have appeared

unreliable (dot-dashed line with triangles).



The Other Matter
of Oxide Leakage

So far we have discussed
the problem of reliabil-
ity, where the circuits
may suddenly die due to
oxide failure. But we
have been assured that if
the supply voltage keeps
following the NTRS
roadmap, the chances of this type of catastrophic failure ever oc-
curring becomes rather small. With the reliability question an-
swered, the next serious threat to scaling comes from the
dramatic increase in leakage current with reduced oxide thick-
ness. Unlike reliability, gate leakage has never been a fundamen-
tal problem. Most logic families can operate even with
significant leakage, so the real concern is that of power dissipa-
tion and power management. As you can see from Fig. 10, if one
were to specify a leakage limit of 1 A/cm2, gate oxides could not
be scaled below 1.6 nm, even with 100 A/cm2, oxide thickness
should be kept above 1.1 nm. This could be a serious problem,
but researchers are working on two solutions: replacing the sili-
con oxides with other insulators that have lower leakage, and in-
telligent circuits that turn off part of chip when not in use.
Clearly, there are cost and complexity issues associated with
each of these solutions, but at least the problem is not funda-
mentally insoluble. However, at the rate the leakage current is
increasing, by several orders of magnitude every generation, it is
clear that some dramatic circuit or material solution will be nec-
essary within the next few years.

Now that we know that we can scale the oxide in terms of reli-
ability and gate leakage, should we continue scaling for the next
decade just as we did before? The answer to this question is not
clear yet. In the introduction we said that thinner oxides give
better drive current, resulting in faster circuits. Higher drive
current results from increased capacitive coupling between the
gate and substrate through the thin oxide. However, electrons in
the inversion layer are now forced to travel even closer to the in-
terface, which reduces the mobility, and, as the oxides get thin-
ner, the tunnel current increases rapidly, making charge
inversion difficult to achieve and sustain. This reduction in car-
rier density and mobility could overshadow the increase in ca-
pacitance, thereby removing the only incentive for thinning the
oxides. The “mobility limit” for oxides could be as thick as 1.1-1.3
nm. There are other problems as well. The PMOS oxide is getting
thinner, and the bias-temperature instability is getting worse.
Very little is known about these mechanisms, especially for thin
oxides, and theoretical analysis still remains in its formative
stage. All this may mean that while oxide scaling may indeed be
feasible, there may be no practical incentive to do so below
1.1-1.2 nm.

CMOS Is Dead, Long Live CMOS?
The past decade has been a remarkable time for gate dielectric
research. As oxides have continued to scale down to dimensions

previously presumed
impossible, the funda-
mental theoretical un-
derstanding of this
insulator has also grown
steadily. As far as CMOS
scaling goes, there ap-
pear to be three very dif-
ferent opinions.
According to the first

group, planar standard CMOS will continue to scale with corre-
sponding scaling in gate oxide: reliability is ensured, leakage will
be managed by circuit techniques, and the “mobility limit” will
be crossed with better processing. The second group believes
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Some believe that leakage and mobility
considerations will stop oxide scaling and some

sort of double-gated structures will be
necessary to obtain higher drive current.



that leakage and mobility considerations will stop oxide scaling
and some sort of double-gated structures (FINFET or VRG) will
be necessary to obtain higher drive current. The third group be-
lieves that leakage would prevent oxide scaling, and layout diffi-
culties could prevent adoption of new double-gated structures,
making alternate dielectrics with planar CMOS topology the best
bet for the future. Considerable progress has been made in all
three directions: functional transistors have been made with
0.8-nm thick oxides, double-gated structures have shown rea-
sonable performance, and high-K dielectrics continue to show
improved performance with reasonable mobility and reliability.
In general then, we expect CMOS scaling to continue, although
it is not clear which structure would be most useful. Depending
on the specific structure adopted, the oxide scaling issues would
be very different, and therein lies the prospect of new and inter-
esting gate dielectric research in the years to come [5].

The authors are with Agere Systems in Murray Hill, New Jersey.
E-mail: alam@agere.com.
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